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ABSTRACT
Dynamic query processing plays a critical role in modern data-
driven applications, where data is not only large in scale but also
continuously updated. While traditionally studied in the context
of relational databases, it has become increasingly relevant in data
science workflows, particularly in scenarios involving online model
training or user data deletion for regulatory compliance (e.g., GDPR).
These settings often rely on linear algebra operations, motivating
the need for dynamic evaluation strategies grounded in database
theory.

Thiswork investigates the theoretical foundations of enumeration-
based dynamic query processing for matrix-oriented computations.
We first establish a formal correspondence between relational con-
junctive queries and linear algebraic expressions, identifying ex-
pressive fragments—such as conj-MATLANG, fc-MATLANG, and
qh-MATLANG—that admit efficient enumeration and updates. We
then introduce the Universal Query Language (UQL), a general
framework that supports arbitrary pointwise functions beyond the
semiring model, and enables us to reason about tractable evaluation
for a wider class of matrix-based queries.

Our research aims to bridge database theory andmachine learning-
style computation. We hope to gather feedback on UQL’s founda-
tions and its potential applicability to emerging systems challenges
such as efficient model unlearning, sparsity-aware evaluation, and
mixed bag/set semantics.
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1 INTRODUCTION
In database systems, dynamic query processing addresses the prob-
lem of maintaining query results efficiently under continuous up-
dates to the input data. This area, also referred to as incremental
view maintenance (IVM), has long been central to real-time and
streaming applications ranging from relational databases to com-
plex event recognition and business intelligence.

The demand for dynamic query processing extends beyond tra-
ditional relational systems. In modern data science workflows, data
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arrives continuously and models must evolve in response. For ex-
ample, online training pipelines may require efficient re-evaluation
of matrix-based expressions when new examples arrive. Similarly,
compliance regulations such as GDPR introduce the need to “un-
learn” the contribution of individual data records. These scenar-
ios raise the question: can the database community’s advances in
dynamic query evaluation be brought to bear on linear algebra
workloads?

More recently, the rise of data science—a field deeply rooted in
statistics, machine learning, and scientific computing—has posed
new demands on data management systems. Data science work-
loads often involve linear algebra computations (e.g., matrix op-
erations), which are traditionally executed outside database sys-
tems. However, recent research efforts are exploring how these
operations can be integrated into data engines using query-based
abstractions [3, 10].

The natural question we pose is: Can we leverage the mature
theory of dynamic query processing, particularly enumeration-
based algorithms, to support data science computations within a
database framework? Our research is positioned precisely at this
intersection.

While recent systems such as LAGO [18] and LINVIEW [14]
explore incremental view maintenance for linear algebra using
domain-specific optimizations and dependency-driven rewrites,
they do not leverage the rich theoretical foundations developed in
enumeration-based query processing. This line of work, originally
rooted in conjunctive query evaluation, develops algorithms that
separate query evaluation into distinct phases: a preprocessing
phase, which constructs an auxiliary data structure in time linear
in the size of the input database; an enumeration phase, which
uses that structure to output the result tuples one by one, without
repetition, and with constant delay between consecutive outputs;
and, optionally, an update phase, which applies changes to the input
database—such as insertions or deletions—while maintaining the
data structure in time linear in the size of the update, so that the
enumeration phase continues to produce the correct result for the
updated database. Such guarantees are particularly attractive for
workloads over large and sparse datasets, which are common in
data science pipelines.

Our goal is to bring these enumeration techniques into the realm
of linear algebraic workloads by:

• Exploring how enumeration-based methods perform for
linear algebra expressions;

• Establishing a formal correspondence between query frag-
ments in relational and matrix query languages;

• Identifying expressive fragments that support constant-
delay enumeration and efficient updates.
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This direction complements broader research in dynamic and
incremental computation, including unlearning techniques for ma-
chine learning models [16, 17], and algebraic optimization frame-
works that exploit sparsity [4, 19]. Unlike these systems, which
focus on operator fusion or procedural rewrites, our approach is
based on formal language definitions and complexity characteriza-
tions. It also connects to foundational work on worst-case optimal
joins [13] and functional aggregate queries [6, 9], but aims to ex-
tend their principles to linear algebra programs involving arbitrary
pointwise operations.

2 RESEARCH CONTRIBUTIONS
The following contributions form the core of our investigation [11,
12] into enumeration-based query processing for linear algebra:

2.1 Formal Correspondence Between Relational
and Linear Algebra Queries

To transfer theoretical results from relational queries to linear al-
gebra queries, we established a precise correspondence between
positive first-order logic (FO+) over binary relations and sum-
MATLANG, a linear algebra query language. We extended this
result to arbitrary matrix shapes using schema encodings, enabling
a lossless simulation between relational and matrix settings.

This result reveals that conjunctive queries (CQ) correspond ex-
actly to a syntactic fragment of MATLANG that we call conjunctive-
MATLANG (conj-MATLANG), which excludes matrix addition.
This foundational link allows us to reuse and reinterpret estab-
lished tractability results from the CQ literature in the context of
linear algebra.

2.2 Efficient Static Evaluation: Free-Connex
MATLANG

We defined a fragment of conj-MATLANG, called free-connex MAT-
LANG (fc-MATLANG), which mirrors the free-connex conjunc-
tive queries known from the relational setting. We proved that
fc-MATLANG supports linear-time preprocessing and constant-
delay enumeration of output entries, using reductions from CQ
evaluation problems.

Notably, this result implies optimality under standard complex-
ity assumptions, as non-free-connex queries do not permit such
guarantees.

An auxiliary result of this work is a new logical characterization
of free-connex CQs: we show that over binary relations, they are
equally expressive as the two-variable fragment of positive FO logic.

2.3 Efficient Dynamic Evaluation:
qh-MATLANG

To address dynamic settings, we identified qh-MATLANG, a fur-
ther syntactic restriction of fc-MATLANG, which corresponds to
q-hierarchical conjunctive queries. This fragment admits not only
constant-delay enumeration after linear preprocessing, but also
constant-time updates to the data structure supporting enumera-
tion. This again matches known optimality results in the relational
setting.

2.4 Extending Known Bounds to Inequalities
and Semirings

A technical challenge in our translation was that most known
enumeration bounds assume:

• Pure relational queries (no inequalities), and
• Evaluation over the boolean semiring.

We generalized both the upper and lower bounds to support:
• Queries with inequality atoms (e.g., 𝑥 ≤ 𝑐),
• Evaluation over a variety of semirings including those used

in linear algebra.
Our results show that efficient processing remains achievable

over zero-divisor-free semirings and under realistic assumptions
on data and updates, making the theoretical insights applicable to
real-world data science tasks.

3 CURRENTWORK AND ONGOING
DIRECTIONS

A key limitation of the framework we introduced in earlier work is
the absence of matrix sum as a primitive operation. For instance,
the expression 𝐴 + 𝐵 is not in conj-MATLANG and hence lacks a
direct translation to conjunctive queries. This is somewhat surpris-
ing: despite the lack of a formal counterpart, such an operation
is tractable in practice and satisfies the desirable guarantees of
linear-time preprocessing and constant-delay enumeration.

To illustrate, consider the matrices:

𝐴 =

[
𝑎11 0
𝑎21 0

]
, 𝐵 =

[
0 0
𝑏21 𝑏22

]
We define the domain of a matrix as the set of indices (𝑖, 𝑗) such

that the entry is non-zero, and its size as the cardinality of the
domain. We can enumerate the result of 𝐴 + 𝐵 in constant delay
after preprocessing in linear time (in the combined size of A and B)
as follows:

• Enumerate all entries in 𝐴: for each domain element:
– if it does not exist in 𝐵 (and hence it is zero in 𝐵), yield

the domain element (𝑖, 𝑗) from 𝐴 with its value 𝑎𝑖, 𝑗 .
– if it exists in 𝐵, do nothing.

• Enumerate all entries in 𝐵: for each domain element (𝑖, 𝑗)
of 𝐵 yield (𝑖, 𝑗) but with value 𝑏𝑖 𝑗 + 𝑎𝑖 𝑗 .

This algorithm is simple but captures an important insight: sum
of matrix queries behaves similarly to the union of conjunctive
queries, a setting studied in the context of enumeration algorithms
(e.g., Carmeli and Kröll, [5]).

This observation motivates a natural question: Can we extend
our framework to include unions of tractable queries, and more
generally, pointwise operations beyond semiring addition?

This opens up several directions. First, while the notion of union-
free-connex queries has already been defined in the context of
unions of conjunctive queries by Carmeli and Kröll [5], it remains
non-trivial to determine which conj-MATLANG expressions cor-
respond to such unions. That is, even though we can characterize
tractable unions in the relational setting, translating these condi-
tions to the matrix query language is a subtle task that requires a
deeper understanding of how unions of conjunctive queries mani-
fest in linear algebra expressions.
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Before addressing that, we step back and ask: what other point-
wise operations are relevant for data science workloads? Besides
addition, operations like min, max, or ReLU (which zeroes out neg-
ative values) are common in linear algebraic pipelines.

Unfortunately, our current framework is limited to a fixed semir-
ing (typically supporting just addition andmultiplication). If a work-
load mixes, say, min, max, and arithmetic operations, it no longer
fits within the semiring-based conj-MATLANG. Thus, conjunctive
query theory becomes harder to leverage.

To overcome this, we are currently developing a new formalism
called the Universal Query Language (UQL). UQL is a query lan-
guage over annotated relations that allows an arbitrary number
of pointwise functions. The goal is to preserve the reduction to
unions of conjunctive queries even when expressions contain a
heterogeneous mix of functions.

This generalization raises several new questions:
• Under what conditions on the functions can UQL queries

be compiled into unions of tractable conjunctive queries?
• Which fragments of UQL admit preprocessing + constant-

delay enumeration?
• Can we retain update efficiency guarantees similar to qh-

MATLANG?
Our ongoing work aims to formalize UQL, define its semantics

over annotated relations, and identify syntactic fragments that
inherit the tractability properties from CQ theory.

3.1 The Universal Query Language (UQL)
To address the limitations of conj-MATLANG in expressing richer
pointwise operations, we are developing a new formalism: the
Universal Query Language (UQL). UQL generalizes prior query
languages by supporting an arbitrary number of pointwise func-
tions within a unified algebraic framework, enabling the study of
complex linear algebra expressions using concepts from relational
query evaluation.

A UQL algebra is defined as a pair A = (𝐴, F ) where:
• 𝐴 is a domain (e.g., a numeric set),
• F is a collection of functions 𝑓 : 𝐴𝑛 → 𝐴, for 𝑛 ≥ 0.

We distinguish two syntactic forms for function application:
• 𝑓 (𝜑1, 𝜑2): inner join application, defined over dom(𝜑1) ⊲⊳

dom(𝜑2).
• 𝑓 (𝜑1, 𝜑2): outer join application, defined over dom(𝜑1) ∪

dom(𝜑2).
This distinction is crucial for modeling query evaluation seman-

tics. For example, matrix addition naturally corresponds to +̂, while
element-wise multiplication uses ·.

Let ⊙ be pointwise multiplication. The next expression is an
example of UQL query which uses only inner join application:

𝑄 = min
( [
1 4
0 10

]
⊙
[
2 2
2 2

]
,

[
7 0
0 5

] )
=

[
2 0
0 5

]
The difference between inner join and outer join operations is

illustrated by:

𝑄1 =

[
1 1
1 1

]
+
[
1 0
0 0

]
=

[
2 0
0 0

]

vs.
𝑄2 =

[
1 1
1 1

]
+̂
[
1 0
0 0

]
=

[
2 1
1 1

]
These distinctions motivate the UQL framework’s need for both

syntactic forms.
Currently, UQL restricts itself to the following:

• It does not support unary functions, which limits direct
expression of operations like ReLU (though certain cases
can be simulated, e.g., using max(0, 𝑥)).

• Inputs are limited to relations (i.e., no constants or literals),
and the language currently lacks variable binding or pro-
jection. This aligns with the goal of compiling UQL queries
into unions of full joins, avoiding constructs that require
intermediate renaming or existential quantification.

These restrictions are deliberate, as even within them the frame-
work allows expressive queries such as:

min (𝑀+̂𝐵, ˆmax (𝐶 ⊙ 𝐷, 𝐸))
Our current focus is on identifying function combinations that

preserve tractable enumeration. Initial results show that:
• inner join operations (𝑓 ) must have 0 as absorbing (e.g.,

min, multiplication),
• outer join operations (𝑓 ) must have 0 as identity (e.g., max,

addition).
For example, min (𝑀+̂𝐵, ˆmax (𝐶 ⊙ 𝐷, 𝐸)) fits this constraint and

is efficiently enumerable.
More broadly, when 𝑓 behaves like logical AND (∧) and 𝑔 be-

haves like logical OR (∨), we can process queries optimally — re-
flecting the underlying structure of join and union operations in
Boolean CQ evaluation.

At a structural level, we are able to compile UQL expressions
involving functions withmore general behavior—such as XOR—into
non-recursive Datalog programs using only joins, unions, and set
differences. While this compilation is linear in the size of the input
data, the resulting program can be exponential in the size of the
query, highlighting the need for further optimization techniques.

4 FUTUREWORK
We aim to develop a unified theory of enumeration-friendly query
languages for data science workloads that bridge relational query
processing and linear algebra semantics. The proposed UQL frame-
work already extends the reach of existing evaluation strategies,
but several key challenges remain.

We plan to:
• Define and classify tractable fragments of UQL, based on

function behavior and domain properties.
• Explore acyclic query compilation techniques tailored to

mixed join-union expressions.
• Extend the language with unary operations and variable

binding while retaining efficient evaluation guarantees.
These research directions aim to form the theoretical founda-

tion for in-database support of complex data science tasks, moving
toward a synthesis of database theory and machine learning com-
putation models.

An important next step is to lift some of UQL’s current syntactic
restrictions—such as the lack of constants, unary functions, and
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variable binding—in order to express more realistic and fine-grained
workloads. We believe that supporting these features is essential for
aligning UQL with common data science patterns while preserving
its tractability guarantees.

Beyond the immediate development of UQL, we also believe
there is room for fruitful collaboration with researchers working on
set-based operations, Boolean algebras, and circuit models. Many of
the queries we aim to express—particularly those involving combi-
nations of joins, unions, and aggregations—have natural analogues
in operations used for evaluating relational algebra under set and
bag semantics [2, 8, 15], in functional aggregate queries [6, 9], and
in Boolean or arithmetic circuit evaluation [1, 7]. Exploring these
connections could lead to alternative characterizations of tractable
fragments, new evaluation strategies, or even hybrid query plans
that mix database-style operators with logical or algebraic rea-
soning. We are especially interested in identifying operations or
abstractions from these domains that could extend UQL expressiv-
ity without sacrificing the enumeration guarantees at the heart of
our framework.

5 CONCLUSION
This research investigates the intersection of database theory and
data science by exploring how enumeration-based dynamic query
processing can be extended from relational queries to linear algebra
workloads. We began by adapting classical results on conjunctive
queries to conj-MATLANG, identifying fragments that permit effi-
cient evaluation under updates. This connection allowed us to apply
known algorithmic characterizations to a subset of matrix-based
queries.

Building on this foundation, we proposed the Universal Query
Language (UQL), a general framework designed to express a broader
class of pointwise operations used in data science pipelines. UQL
opens new avenues for theoretical exploration, particularly in un-
derstanding which combinations of functions and operations allow
for tractable static and dynamic query evaluation.

By bridging relational query evaluation with algebraic compu-
tation, this line of work aims to provide a theoretical basis for
integrating machine learning-style workloads into data engines.
Ongoing and future efforts focus on extending UQL with greater
expressivity while retaining desirable complexity guarantees —
a direction we believe holds both theoretical depth and practical
relevance.
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